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  Abstract 
Accurately predicting advertising revenue is critical for optimizing budget alloca-
tion and campaign performance in the online advertising industry. However, do-
main shifts caused by differences in audience behavior, campaign settings, or tem-
poral factors pose significant challenges to model generalization. In this study, we 
propose a TrAdaBoostR2-based domain adaptation framework to enhance the gen-
eralizability of revenue prediction models across varying data distributions. We 
first simulate domain discrepancies by applying K-Means clustering to partition a 
real-world advertising dataset into distinct source and target domains. Then, several 
classical regression models—including Decision Tree, Random Forest, Gradient 
Boosting, and K-Nearest Neighbors—are integrated into a TrAdaBoostR2 pipeline 
to perform adaptive learning across domains. Experimental results show that mod-
els enhanced with domain adaptation significantly outperform their non-adapted 
counterparts, achieving lower MAE and RMSE and higher R² scores. The TrAda-
Boost + Random Forest model, in particular, achieved the best performance with 
an R² of 0.7796. This study highlights the effectiveness of boosting-based domain 
adaptation in addressing distributional heterogeneity in online advertising environ-
ments and offers a practical pathway for building robust and transferable predictive 
systems. 
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1. Introduction 

Online advertising has become an indispensable component of digital marketing strategies, enabling businesses to 
reach a global audience through various online platforms [1-3]. With the continuous expansion of e-commerce, social 
media, and content-based platforms, advertising has shifted from traditional broadcast channels to highly personal-
ized and data-driven online formats. Companies allocate significant portions of their marketing budgets to online 
campaigns, seeking to optimize engagement and ultimately maximize revenue. In this context, accurate revenue pre-
diction for advertising campaigns is not only valuable but essential for real-time bidding, budget allocation, and 
performance evaluation. 

Revenue prediction refers to the task of estimating the monetary return generated by an advertisement or a group 
of ads [4-6]. This task has practical implications for advertisers, platforms, and media buyers alike. For instance, an 
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accurate forecast enables marketers to allocate budgets more efficiently, identify high-performing campaigns, and 
eliminate underperforming ones. Moreover, advertising platforms can use predictive models to dynamically adjust 
bid prices or prioritize content delivery based on expected returns. However, despite its value, revenue prediction in 
online advertising presents several challenges, particularly in the presence of data heterogeneity across different cam-
paigns, audiences, or temporal periods. 

Traditionally, machine learning models such as linear regression, decision trees, and ensemble methods like Ran-
dom Forest and Gradient Boosting have been employed for revenue forecasting [7-9]. These models are typically 
trained on historical campaign data, leveraging features such as click-through rate (CTR), impressions, user engage-
ment, banner sizes, and placement metadata. While these methods can be effective in stationary settings, they often 
suffer from limited generalizability when applied to new or unseen domains [10-12]. That is, a model trained on a 
specific set of campaigns may fail to generalize well when deployed on a different campaign with distinct audience 
behavior or ad characteristics. 

This distribution shift between training (source) and testing (target) domains is one of the core challenges in real-
world advertising environments [13-15]. In practice, data collected from different campaigns or platforms may ex-
hibit significant variation in user behavior, engagement levels, and cost dynamics, leading to performance degrada-
tion of conventional supervised learning models. Retraining models for each new campaign is not only computation-
ally expensive but also impractical, especially when labeled data in the target domain is scarce or unavailable. 

To address these limitations, recent advances in transfer learning and domain adaptation have opened promising 
avenues for improving model robustness and generalizability across domains [16-18]. Domain adaptation, in partic-
ular, focuses on leveraging labeled data from a source domain to improve performance in a different but related target 
domain, where labels may be scarce or absent [19-21]. Among various domain adaptation techniques, TrAdaBoostR2, 
an extension of the AdaBoost algorithm for regression tasks, has demonstrated strong potential in handling domain 
shifts by reweighting source samples during training. This iterative boosting-based method reduces the influence of 
poorly aligned source data while emphasizing informative instances that contribute to better target domain perfor-
mance. 

Despite the success of domain adaptation in fields such as computer vision and sentiment analysis, its application 
to advertising revenue prediction remains relatively underexplored. Online advertising data is often characterized by 
high-dimensionality, noise, and campaign-specific patterns, making generalization across campaigns particularly 
challenging. Moreover, most existing approaches fail to account for the diversity of data distributions resulting from 
audience segmentation, media placement, or ad formats. 

 
Figure 1. The process of the proposed advertising revenue prediction method using TrAdaBoostR2-based domain adaptation. 
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In this study, we propose a novel framework, shown in Figure 1, for generalizable revenue prediction in online 
advertising using TrAdaBoostR2-based domain adaptation. Our framework begins by generating multiple data dis-
tributions using K-Means clustering, simulating different campaign environments. We then applied a variety of clas-
sical machine learning regressors, including Decision Trees, Random Forests, Gradient Boosting, and K-Nearest 
Neighbors, before integrating them into a TrAdaBoostR2-based domain adaptation pipeline. This method explicitly 
handles distribution differences between the source and target domains and aims to enhance prediction performance 
in unseen campaigns. 

2. Literature Review 

2.1 Advertising revenue prediction 

Advertising revenue prediction has been a focal point in marketing research, aiming to optimize advertising strategies 
and budget allocations. Traditional statistical methods, such as linear regression and time-series analysis, have been 
employed to forecast advertising revenues. However, these approaches often struggle with capturing complex, non-
linear relationships inherent in advertising data. 

With the advent of machine learning [22-25], more sophisticated models have been introduced. Birim et al. evalu-
ated machine learning methods, including Support Vector Regression (SVR), Random Forest Regression (RFR), De-
cision Tree Regressor (DTR), Artificial Neural Networks (ANN), and Long Short-Term Memory (LSTM) networks, 
to forecast demand based on advertising expenses [26]. Their study concluded that LSTM networks outperformed 
other models in providing accurate demand forecasts, highlighting the potential of deep learning in capturing intricate 
patterns in advertising data. In the realm of online advertising, Würfel et al. proposed an interpretable deep learning 
approach using the Temporal Fusion Transformer (TFT) model to predict future advertising revenues [27]. Their 
method not only achieved superior predictive performance but also provided insights into significant features and 
temporal patterns affecting revenue, enhancing the interpretability of deep learning models in this context. Despite 
these advancements, a persistent challenge is the generalizability of models across different advertising campaigns 
and platforms. Traditional models often suffer performance degradation when applied to new domains due to distri-
butional shifts. To address this, domain adaptation techniques have been explored. Su et al. introduced a cross-domain 
adaptive framework (CDAF) that leverages consumption data from related platforms to improve customer lifetime 
value (LTV) prediction in online advertising [28]. By minimizing the Wasserstein discrepancy between encoded user 
representations of different domains, their method effectively mitigated data scarcity and distribution gap issues. 

2.2 Domain adaptation 

Pan et al. classified transfer learning into three fundamental categories based on discrepancies in domains and tasks: 
inductive, transductive, and unsupervised transfer learning [29]. In inductive transfer learning, although the source 
and target tasks differ, they may or may not originate from the same domain. This approach typically leverages labeled 
data from the source domain and requires at least a small amount of labeled samples in the target domain to guide 
learning. In contrast, transductive transfer learning assumes the same task is shared between the source and target 
domains, but only the source domain contains labeled data. The method estimates the target domain’s marginal dis-
tribution using its unlabeled data during training. Unsupervised transfer learning, meanwhile, applies to scenarios 
where both the tasks and domains differ, resembling the inductive case structurally, but with no labeled data available 
in either domain, relying entirely on unsupervised modeling techniques. 

From a methodological standpoint, domain adaptation techniques are generally categorized into shallow and deep 
approaches based on their architectural depth. Shallow domain adaptation strategies commonly use instance re-
weighting or feature transformation to mitigate domain shifts [30-32]. These include distribution alignment methods 
based on statistical distances such as the Wasserstein distance, Kullback-Leibler (KL) divergence, correlation align-
ment (CORAL), and contrastive domain discrepancy (CDD). On the other hand, deep domain adaptation methods 
[33-35] utilize neural network architectures—often involving convolutional layers, autoencoders, or adversarial 
frameworks—to learn domain-invariant representations. Typically, these models adopt a dual-network structure 
where one network learns features from the source domain and the other from the target. Discrepancies between 
feature distributions are measured and minimized across corresponding layers using divergence metrics or adversarial 
losses, thereby enabling effective cross-domain knowledge transfer. 
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3. Method 

3.1 Dataset description and preprocessing 

 
Figure 2. The distribution of some features. 

In this study, we utilize an online advertising performance dataset collected from Kaggle, which contains real-
world campaign data for revenue prediction tasks. The dataset consists of 1,200 records, each representing a distinct 
online advertisement instance. Each instance is described by several features, including categorical attributes such as 
ad_id, campaign_type, and device_type, as well as numerical indicators like click_through_rate, impressions, and 
cost_per_click. The target variable in this study is revenue, representing the monetary return associated with each 
advertisement. To prepare the dataset for training and evaluation, we conducted several preprocessing steps. First, all 
categorical string features were converted into numerical representations using label encoding techniques. Next, we 
applied min-max normalization to ensure that all numerical variables were scaled to a [0,1] range, which is essential 
for distance-based and gradient-sensitive models. To reduce feature redundancy and enhance model performance, we 
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further employed a Random Forest-based feature importance analysis. Features exhibiting low importance or high 
correlation with others were removed from the dataset to minimize noise and prevent overfitting. A visualization of 
some feature distributions is provided in Figure 2. 

To meet the requirements of a domain adaptation task, we further partitioned the dataset into distinct source and 
target domains by applying the K-Means clustering algorithm. K-Means is an unsupervised learning method that 
aims to group data points into K clusters by minimizing the within-cluster variance [36, 37]. Specifically, it iteratively 
assigns each data point to the nearest cluster centroid and updates the centroids based on the mean of the assigned 
points until convergence. In our setup, K-Means was used to cluster the dataset based on the feature space, producing 
two data distributions that simulate different advertising campaign environments. One cluster was designated as the 
source domain (training set), while the other served as the target domain (testing set). This division enables us to 
create a controlled scenario where the training and testing data come from different underlying distributions, aligning 
with the core idea of domain adaptation. The model is trained solely on the labeled data from the source domain and 
evaluated on the target domain, where no labeled data is provided during training. 

3.2 Machine learning models 

In this study, we apply a set of classical machine learning algorithms [38-40] to perform revenue prediction on the 
online advertising dataset. Initially, these models are trained and evaluated directly on the original dataset without 
any domain adaptation, serving as a baseline. Subsequently, we integrate these models into a domain adaptation 
framework (introduced later) to assess improvements in generalization across data distributions. The performance of 
models with and without domain adaptation is compared to highlight the effectiveness of transfer learning techniques. 

3.2.1 Decision tree 
The decision tree algorithm [41] constructs a hierarchical model by recursively splitting data based on selected feature 
thresholds. These splits aim to minimize variance (for regression) or impurity (for classification), using criteria such 
as mean squared error. Its structure of decision nodes and leaf nodes makes it highly interpretable and simple to 
implement. However, decision trees are prone to overfitting, especially when not adequately pruned or regularized. 

3.2.2 Random forest 
Random forest [42] is an ensemble method that builds multiple decision trees on bootstrapped samples of the training 
data and combines their outputs to improve accuracy and stability. Random feature selection at each node enhances 
model diversity, while final predictions are generated via averaging in regression tasks. Compared to single decision 
trees, random forests offer greater resistance to overfitting and handle high-dimensional data effectively. Nonetheless, 
their training and inference times can increase significantly with larger datasets. 

3.2.3 K-Nearest neighbors 
K-nearest neighbors (KNN) [43] is an instance-based algorithm that predicts a sample’s value by examining the 
outputs of its k closest neighbors in the feature space. Distance metrics such as Euclidean or Manhattan distance are 
used to evaluate similarity. KNN is easy to implement and makes no assumptions about data distribution, but it is 
sensitive to irrelevant features, and its performance depends heavily on the choice of k. Moreover, the method be-
comes computationally expensive as the dataset size grows. 

3.2.4 Gradient-boosted decision trees 
Gradient-boosted decision trees (GBDT) [44] train decision trees sequentially, where each new tree learns to correct 
the residual errors of the previous ensemble. By optimizing a predefined loss function through gradient descent, 
GBDT achieves strong predictive performance on structured datasets. Unlike random forests, GBDT relies on addi-
tive model learning rather than parallel training. While it can achieve high accuracy, it also risks overfitting without 
careful tuning of hyperparameters such as learning rate, number of estimators, and tree depth. 

3.3 TrAdaBoostR2-based domain adaptation framework 

To enhance the generalizability of revenue prediction models across different advertising data distributions, we adopt 
a domain adaptation framework based on TrAdaBoostR2 [45, 46], a boosting algorithm designed for transfer learning 
in regression tasks. TrAdaBoostR2 is an extension of the AdaBoost.R2 algorithm, specifically adapted to address the 
challenge of distribution mismatch between a source and a target domain. 
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The core idea behind TrAdaBoostR2 is to iteratively adjust the weights of training instances such that the influence 
of misaligned source domain samples is reduced, while the importance of target domain samples is gradually in-
creased. This is achieved by penalizing source instances that contribute to prediction errors and upweighting more 
relevant target instances, allowing the model to better adapt to the target distribution over successive iterations. Im-
portantly, TrAdaBoostR2 assumes access to a limited number of labeled examples in the target domain, which guides 
the model toward better generalization without requiring extensive target-domain training data. 

In our framework, we combine TrAdaBoostR2 with each of the previously discussed base regressors: Decision 
Tree, Random Forest, KNN, and GBDT. These models serve as weak learners within the TrAdaBoostR2 boosting 
process. By embedding these traditional regressors into the transfer learning structure, we aim to retain their individ-
ual strengths while enhancing their adaptability across domain shifts. 

4. Results and Discussion 

4.1 The feature importance of the random forest 

Figure 3 illustrates the relative importance of input features in predicting advertising revenue, as estimated by the 
Random Forest model. The most influential features identified are post_click_conversions, post_click_sales_amount, 
cost, and clicks. Among them, post_click_conversions emerges as the most critical predictor, suggesting that the 
number of conversions following user clicks is highly correlated with revenue. This aligns with business intuition, as 
successful conversions (e.g., purchases or sign-ups) are typically the ultimate goal of an advertising campaign and 
directly contribute to revenue generation. 

 
Figure 3. The importance of features produced from the random forest model. 

The second most important feature, post_click_sales_amount, further reinforces the connection between down-
stream user actions and revenue outcomes. In practical advertising contexts, this feature captures the monetary value 
of post-click transactions, which often serves as a key performance indicator (KPI) for return on investment (ROI). 
The presence of cost and clicks among the top four features indicates that both the expenditure on ads and the volume 
of user interactions also play a significant role in determining revenue. This finding is consistent with economic 
models of digital advertising, where higher investment often leads to increased exposure and engagement, though not 
always to proportional returns. 

On the other hand, features such as displays, day, and month show relatively low importance, suggesting that 
temporal and exposure-level attributes contribute less to revenue prediction in this dataset. Even less impactful are 
campaign_number, banner, user_engagement, and placement, all of which exhibit near-zero importance scores. These 
features, despite their potential descriptive relevance, may not hold significant predictive power in this specific con-
text, possibly due to limited variability, data sparsity, or weak correlation with revenue. 
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As a result, these low-importance features (campaign_number, banner, user_engagement, and placement) were 
excluded from the final modeling process. This feature selection step, guided by Random Forest importance scores, 
helps to reduce noise, improve model efficiency, and prevent overfitting. By focusing on the most relevant predictors, 
the learning algorithm can better capture the underlying patterns that drive advertising revenue outcomes. 

4.2 The performance of K-means clustering 

To simulate domain shift and construct meaningful source and target domains for domain adaptation, we employed 
K-Means clustering to partition the dataset into two clusters with distinct data distributions. The selection of the 
optimal number of clusters (K) was guided by two commonly used evaluation metrics: the Elbow Method and the 
Silhouette Score, as shown in Figure 4. 

 
Figure 4. The optimal K is determined by the Elbow and Silhouette. 

The Elbow Method (blue line) measures the sum of squared errors (SSE) or inertia for different values of K, and 
the “elbow” point—where the rate of SSE reduction slows down—indicates the optimal K. In parallel, the Silhouette 
Score (red line) assesses the compactness and separation of the clusters, with higher values suggesting better-defined 
clusters. Based on both metrics, we identified K=2 as the optimal value, balancing between low SSE and a reasonably 
high silhouette score. 

 
Figure 5. The original and processed data distribution. 
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Using this setting, we clustered the feature-transformed data into two distinct groups. Figure 5 shows the data 
distribution before and after K-Means clustering, projected onto two principal components for visualization. The left 
subplot illustrates the original data, where no clear structure is observable. The right subplot shows the processed 
data with clear Cluster 1 (blue) and Cluster 2 (red), along with the centroids in black. 

These two clusters were then assigned as the source domain and target domain, respectively, for subsequent domain 
adaptation experiments. The artificial domain shift created by K-Means introduces measurable differences in data 
distribution, making the task setup more realistic and suitable for evaluating the generalization performance of the 
proposed TrAdaBoostR2-based framework. This setup mimics real-world scenarios in which the training and deploy-
ment environments differ, such as when models trained on one set of campaigns are applied to new ones with varying 
user behaviors or marketing strategies. 

4.3 The performance of original machine learning models 

The performance of baseline machine learning models without domain adaptation is summarized in Table 1 and 
visualized in Figures 6 and 7. As shown, all four models—Decision Tree, KNN, Random Forest, and Gradient Boost-
ing—exhibited relatively poor performance in the direct revenue prediction task. This is evidenced by high error 
values in MAE, MSE, and RMSE, as well as negative R² scores across the board, indicating that the models failed to 
generalize well to unseen data. 

 
Figure 6. The visualization of performance comparison based on various models. 

Among the evaluated models, Gradient Boosting achieved the best results, with the lowest MAE (57.24), RMSE 
(60.47), and MSE (3656.78). It also had the least negative R² score (-8.88), suggesting a relatively stronger ability to 
capture patterns in the training data. However, the overall R² values remained far below zero, reflecting that the 
models performed worse than a simple mean-based predictor. The KNN model, in particular, yielded the worst per-
formance, with the highest error metrics and an R² of -20.26, implying that it was unable to capture meaningful 
structures in the data, likely due to its sensitivity to high dimensionality and irrelevant features. 

These trends are further confirmed in Figure 7, where the scatter plots show the discrepancy between predicted 
and true revenue values. Ideally, points should align closely along the red diagonal line (indicating perfect prediction), 
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but instead, there is considerable dispersion in all models, especially for KNN and Decision Tree, where predictions 
are clustered and fail to reflect actual values. 

Table 1. The performance of models evaluated by different metrics 

Model MAE MSE RMSE R2 

Decision Tree 70.8176 5124.7771 71.5875 -12.8480 

K-Nearest Neighbors 86.9503 7868.0545 88.7021 -20.2608 

Random Forest 69.5172 5027.8538 70.9074 -12.5861 

Gradient Boosting 57.2448 3656.7842 60.4713 -8.8812 

 
Figure 7. The comparison between true and predicted values based on various models. 

The poor results can be attributed to the presence of domain shifts within the dataset. Since the models were trained 
and tested on data distributions generated by K-means clustering (source vs. target domains), their performance de-
grades due to a lack of adaptability to the distributional differences. These results justify the necessity for domain 
adaptation techniques, which are explored in the subsequent sections. 

4.4 The performance of TrAdaBoostR2 (domain adaptation)-based machine learning models 

As shown in Table 2 and Figures 8-9, the integration of the TrAdaBoostR2 domain adaptation algorithm significantly 
improved the performance of all evaluated regression models compared to their baseline counterparts. This enhance-
ment is particularly evident in the MAE, MSE, and R² score, indicating a substantial gain in predictive accuracy when 
the model is required to generalize across different data distributions. 
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Among all models, TrAdaBoost + Random Forest achieved the best overall performance with the lowest MAE 
(3.09), RMSE (9.03), and highest R² score (0.7796), demonstrating its strong capacity to transfer knowledge from 
the source domain to the target domain. Similarly, TrAdaBoost + Decision Tree also performed well with an R² of 
0.7382, a dramatic improvement compared to the negative R² value of -12.8480 from the vanilla decision tree model. 
These results clearly show that incorporating domain adaptation enables the model to learn transferable patterns even 
under distributional shifts. 

The visualization in Figure 9 further confirms this trend, as the predicted values of domain-adapted models align 
much more closely with the true values along the red reference line. In contrast to the erratic scatter of the baseline 
models, the TrAdaBoost-enhanced regressors produce predictions that are more tightly clustered around the diagonal. 

Although TrAdaBoost + K-Nearest Neighbors showed less promising results (R² = -0.2012), it still outperformed 
the non-adapted KNN variant by a considerable margin. Overall, the experimental evidence strongly supports the 
effectiveness of domain adaptation in revenue prediction, particularly in scenarios involving data heterogeneity or 
evolving environments typical of real-world online advertising systems. 

Table 2. The performance of domain adaptation-based models evaluated by different metrics 

Model MAE MSE RMSE R2 

TrAdaBoost + 
DecisionTree 3.4650 96.8765 9.8426 0.7382 

TrAdaBoost + 
RandomForest 3.0857 81.546 9.0303 0.7796 

TrAdaBoost + 
GradientBoosting 10.3883 242.9287 15.5862 0.3436 

TrAdaBoost + K-
Nearest Neighbors 6.5172 444.5451 21.0842 -0.2012 

 
Figure 8. The comparison between true and predicted values based on various domain adaptation-based models. 
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Figure 9. The comparison between true and predicted values based on various domain adaptation-based models. 

4.5 Discussion 

While the proposed TrAdaBoostR2-based framework demonstrates substantial improvement in generalizing adver-
tising revenue prediction across domain shifts, several limitations remain that warrant further investigation: 1) Lim-
ited dataset diversity. The experiments were conducted on a single dataset derived from a specific online advertising 
campaign. Although K-means clustering was used to simulate domain discrepancies, this artificial domain construc-
tion may not fully capture the complexity of real-world distributional shifts that occur across platforms, regions, or 
user demographics. A broader evaluation on multiple real-world datasets is necessary to validate the generalizability 
of the proposed framework. 2) Sensitivity to hyperparameters. The performance of TrAdaBoostR2 is highly sensitive 
to the choice of hyperparameters, including the number of iterations and the weight update mechanism. While basic 
tuning was performed in this study, a more systematic optimization using techniques like Bayesian search or grid 
search could further improve model performance and stability. 3) Feature interpretation and causality. Although ran-
dom forest importance scores were used for feature selection, the current study does not explore the causal relation-
ships between features and revenue. Without causal insight, the model may pick up on spurious correlations that do 
not hold across domains. Future work could integrate causal inference or domain-invariant feature learning to en-
hance robustness. 4) Lack of temporal modeling. The models treat the data as i.i.d. (independent and identically 
distributed) and ignore any potential time-series structure. Since advertising performance can vary over time, incor-
porating temporal models such as recurrent neural networks or time-aware transfer learning may yield more accurate 
forecasts. In the future, some more advanced machine learning algorithms [47-49], which have been widely used in 
other domains, can be considered to solve the limitations mentioned above. 
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5. Conclusion 

This study presents a novel approach to advertising revenue prediction by integrating classical machine learning 
models with the TrAdaBoostR2 domain adaptation algorithm. Experimental results on a real-world dataset demon-
strate that domain adaptation substantially improves prediction accuracy under distribution shifts. Compared to base-
line models, TrAdaBoostR2-based regressors, especially when paired with Random Forest, show remarkable gains 
in generalization performance across source and target domains. These findings validate the effectiveness of re-
weighting source samples in mitigating domain mismatch. Nonetheless, limitations such as reliance on synthetic 
domain construction and lack of temporal modeling suggest avenues for future enhancement. Expanding to multi-
platform datasets, incorporating time-series patterns, and exploring domain-invariant representations could further 
strengthen model robustness. Overall, this work contributes a transferable and adaptive framework for reliable reve-
nue forecasting in dynamic online advertising scenarios. 
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