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  Abstract 
Prompt design has become a practical concern in specialized translation with the 
increasingly widespread use of large language models. This study systematically 
examines how three prompt types affect English-Chinese translation quality in avi-
ation texts: a basic translation instruction, a professional role instruction, and a con-
text-based prompt with terminology guidance. The test material was carefully se-
lected from an aviation article and comprehensively evaluated against a Chinese 
reference translation. The evaluation combines character-level reference similarity, 
edit-rate analysis, and aviation-oriented checks for terminology, entities, numbers, 
and cockpit-control labels. The comparison carefully shows that the prompt with 
the strongest surface similarity is not necessarily the one with the best domain ac-
curacy. Terminology guidance significantly improved consistency in aviation ex-
pressions even when reference-overlap scores did not reach the highest value. The 
study strongly suggests that effective prompt engineering for aviation translation 
should combine clear task instructions, explicit domain constraints, and translator 
verification. 
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1. Introduction 

Large language models (LLMs) are increasingly used in translation practice. Unlike conventional machine-transla-
tion systems, they allow translators to specify task purpose, subject field, audience, terminology, register, output 
format, and revision requirements through natural-language prompts. Translation with LLMs is therefore not simply 
a matter of submitting a source text; it also involves designing the conditions under which the target text is produced. 
Hu and Fan (2026) describe this change as a reconstruction of translation practice, in which the translator’s role 
expands to include prompt design, editing, verification, and risk control. 

This development is especially relevant to aviation translation, a field that covers technical, operational, training, 
regulatory, maintenance, and safety-related texts. Such texts often contain specialized terminology, standardized ac-
ronyms, aircraft-system references, numerical values, procedural sequences, and cause-effect relations. A translation 
may sound fluent but still be unsuitable if it mistranslates a technical item, changes a standardized acronym, weakens 
a procedural relation, or replaces a preferred term with a vague expression. Aviation translation requires consistency, 
accuracy, and attention to operational meaning, not only general linguistic fluency. 

Previous research has shown that prompt design can affect LLM translation. Gao et al. (2023) found that prompts 
with task and domain information can improve ChatGPT’s translation performance. Yamada (2023) argued that 
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prompts can incorporate translation purpose and target audience, making LLM translation more adaptable to profes-
sional requirements. Broader studies of GPT-style systems also show that translation performance varies across 
prompts, domains, language pairs, and evaluation methods (Hendy et al., 2023; Jiao et al., 2023; Zhang et al., 2023). 
In aviation translation, Liu et al. (2025) emphasize terminology precision, acronym preservation, and post-editing as 
important safeguards for technical clarity. 

Prompt engineering for aviation translation, however, still needs closer examination. One useful distinction is be-
tween a general role prompt and a prompt that supplies explicit domain constraints. A role prompt may ask the model 
to act as a professional aviation translator, but it may not identify which terms, acronyms, cockpit labels, numerical 
values, or procedural relations should be preserved. This distinction matters because an output may read fluently, or 
even obtain a high reference-similarity score, while still showing weaknesses in aviation-specific accuracy. 

The present study compares three prompt designs applied to the same English-Chinese aviation corpus and asks 
how they affect the overall quality of LLM translation of aviation texts. The evaluation combines character-level 
reference similarity, edit-rate analysis, and domain-specific checks for terminology, entities, numbers, and cockpit-
control labels. By comparing baseline prompting, domain-role prompting, and context-plus-terminology prompting, 
it identifies prompt elements useful for a practical aviation translation workflow. 

2. Related Work 

Research on prompt-based translation shows that LLM output is sensitive to prompt formulation. Zhang et al. (2023) 
examined prompting strategies for machine translation and found that prompt templates and demonstration examples 
can affect performance. Gao et al. (2023) showed that adding task and domain information can improve translation 
results. Yamada (2023) approached prompt engineering from the perspective of professional translation practice, 
arguing that prompts can encode pre-production decisions such as purpose, target readers, and genre requirements. 

At the same time, translation quality cannot be inferred from fluency alone. Jiao et al. (2023) and Hendy et al. 
(2023) report that GPT-style models can perform competitively in some translation settings, but their performance is 
uneven across language pairs and domains. Research on domain-specific machine translation also indicates that gen-
eral-purpose systems may require adaptation, glossaries, or other constraints to produce reliable specialized transla-
tion (Zheng et al., 2024). In aviation translation, Liu et al. (2025) found that LLMs can produce useful drafts but still 
have limitations in terminological precision and zero-translation consistency for standardized codes and acronyms. 

Evaluation raises a further problem. BLEU and related reference-based metrics remain useful because they are 
reproducible and easy to compare, but they do not directly show whether a technical term, acronym, or cockpit label 
has been handled appropriately. Edit-rate metrics indicate how much revision is needed to align a model output with 
a reference, although they still penalize valid alternative wording. The WMT24 metrics shared task also shows the 
continuing need to test machine-translation metrics against human judgments and challenge sets across domains and 
error types (Freitag et al., 2024). The present study therefore reports general reference-similarity and edit-rate scores 
while treating aviation terminology and entity/number preservation as separate evaluation criteria. 

3. Methodology 

3.1 Corpus 

The source text was Airbus Safety First’s “Cockpit Control Confusion”, published in October 2023 (Airbus, 2023). 
The article explains inadvertent use of cockpit controls, contributing human-factor mechanisms, and preventive prac-
tices such as visual checks and callouts. It was selected because it combines explanatory aviation prose with opera-
tional labels such as PARKING BRK, ENG MODE, IGN/START, EXPED, and APPR. 

Twelve English segments were selected from the local corpus and aligned with a Chinese reference translation. 
The segments cover the article aim, case description, event consequence, cockpit-control confusion, human-factor 
explanation, reported control-confusion examples, and preventive actions. The average source length is 32.2 English 
words per segment. The selected segments contain terms and labels likely to test aviation-domain control, including 
“towbarless pushback vehicle”, “nose landing gear”, “PARKING BRK handle”, “ENG MODE selector”, “pedestal”, 
“landing gear lever”, “flaps lever”, “slips”, and “callouts”. 

3.2 Prompt Conditions 

Three prompt conditions were compared. Prompt A was a baseline prompt that asked the model to translate the 
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English aviation text into Simplified Chinese while preserving segment IDs and returning only a table. Prompt B 
added a professional domain-role instruction, asking the model to act as an aviation translator for Chinese civil avi-
ation readers, preserve acronyms and numerical details, and use an appropriate technical register. Prompt C supplied 
the article context and an explicit terminology guide. The guide specified preferred translations for terms such as 
“cockpit control confusion”, “Pilot Flying (PF)”, “towbarless pushback vehicle”, “parking brake handle”, “ENG 
MODE selector”, “pedestal”, “landing gear lever”, “flaps lever”, and “callout”. 

DeepSeek was used to generate the three sets of translations. The outputs were organized in a structured evaluation 
sheet and then converted into a tabular dataset for automatic analysis. Because the output record did not include the 
exact model version or decoding parameters, the results are treated as evidence from this tested configuration rather 
than as claims about all DeepSeek versions. 

3.3 Automatic Evaluation 

The evaluation used five automatic measures. First, a chrF-like character F-score was calculated over Chinese char-
acter n-grams from 1 to 6, with beta set to 2. Second, a character BLEU-4 score was calculated with smoothing and 
a brevity penalty. These two measures estimate surface similarity to the Chinese reference translation. Third, a char-
acter TER-like edit rate was calculated as Levenshtein edit distance divided by reference length. This measure esti-
mates the amount of character-level revision needed to align a model output with the reference. 

Fourth, terminology accuracy was calculated with 57 manually specified checks across the selected segments. Each 
check allowed a limited set of acceptable Chinese variants where appropriate. For example, cockpit-control terms 
and human-factor terms were checked against preferred or acceptable renderings rather than against a single rigid 
string. Fifth, entity/number and label preservation was calculated from 12 checks covering items such as PF, A319, 
90 degrees, PARKING BRK, ON, ENG MODE, IGN/START, EXPED, and APPR. These checks were included 
because aviation translation often requires standardized acronyms, cockpit-control labels, switch positions, and nu-
merical values to be preserved exactly. 

4. Results 

Table 1 summarizes the automatic evaluation results. 

Table 1. Automatic evaluation of the three prompt conditions 

Prompt condi-
tion chrF-like char BLEU-4 char TER-like Term accuracy Entity/number/label 

preservation 
A baseline 0.451 0.495 0.444 84.2% (48/57) 100.0% (12/12) 

B domain role 0.373 0.422 0.521 89.5% (51/57) 100.0% (12/12) 
C context + 

terms 0.426 0.484 0.468 100.0% (57/57) 100.0% (12/12) 

 
The baseline prompt produced the highest reference-similarity scores, with a chrF-like score of 0.451 and a char-

acter BLEU-4 score of 0.495. It also had the lowest TER-like edit rate (0.444), suggesting the smallest character-
level revision distance from the reference. Yet it missed nine terminology checks, including “towbarless pushback 
vehicle”, “engine start”, “pedestal”, “active thinking”, and “parking brake handle”. In this dataset, high surface sim-
ilarity did not ensure consistent handling of aviation expressions. 

The domain-role prompt improved terminology accuracy from 84.2% to 89.5%, passing 51 of 57 term checks. 
Asking the model to act as a professional aviation translator appeared to improve domain awareness to some extent. 
Prompt B still missed six terminology checks, including “towbarless pushback vehicle”, “engine start”, “slips”, and 
“parking brake handle”. Its surface-similarity scores were lower than the baseline scores, and its TER-like edit rate 
was the highest among the three conditions. 

The context-plus-terminology prompt produced the strongest domain-oriented result. It passed all 57 terminology 
checks and all 12 entity/number checks. Its chrF-like, BLEU-4, and TER-like scores fell between the baseline and 
domain-role conditions. The prompt with the best terminology performance was not the one with the highest reference 
overlap or lowest edit-distance score. All three prompts preserved the checked acronyms, labels, aircraft type, switch 
positions, and numerical information. The main difference lay in the consistency of aviation-specific expression. 
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5. Discussion 

The results suggest that explicit domain constraints are more effective than role assignment alone. Prompt B in-
structed DeepSeek to behave like a professional aviation translator, but the role label did not ensure consistent use of 
preferred terms. Prompt C made the required terminology visible before translation, which appears to have reduced 
lexical variation. This pattern is consistent with the broader prompt-engineering literature: prompts work better when 
they provide task-relevant information rather than relying only on generic instructions. 

The divergence between reference similarity, edit distance, and terminology accuracy also matters methodologi-
cally. Prompt A performed best on chrF-like, character BLEU-4, and TER-like scores, yet it had the weakest termi-
nology accuracy. Prompt C did not maximize reference overlap or minimize edit distance, but it produced complete 
terminology accuracy under the defined checks. For aviation translation, terminology is not simply a stylistic prefer-
ence. A translation of “towbarless pushback vehicle”, “parking brake handle”, or “ENG MODE selector” must pre-
serve the relevant operational concept. Automatic metrics based mainly on reference overlap or edit distance may 
miss this kind of domain-specific adequacy. 

Entity and number preservation was stable across all three prompt conditions in this dataset. All prompts preserved 
the checked items, including PF, A319, 90 degrees, PARKING BRK, ENG MODE, IGN/START, EXPED, and 
APPR. In these examples, the tested model handled highly visible acronyms and alphanumeric labels better than less 
standardized terminology. The remaining translation risk lay mainly in the choice of Chinese aviation terms and the 
consistency of concept labels. 

For translators and translation educators, prompt engineering can be treated as a form of pre-translation planning. 
Before using an LLM for aviation translation, the translator should identify fixed terms, acronym-handling rules, 
relevant cockpit labels, and expressions that should remain consistent across the target text. A role prompt may help 
establish register, but it should be combined with a compact terminology guide. In such a workflow, the translator 
remains responsible for selecting domain constraints, checking the output, and deciding whether the generated trans-
lation meets the requirements of the communicative context. 

Evaluation also needs to be domain-sensitive. A compact automatic framework can be useful when human expert 
annotation is not available, but general metrics should not stand alone. For aviation texts, chrF-like, BLEU-style, and 
TER-like scores provide reference-based signals, while terminology and entity checks target field-specific features. 
Future evaluation could add COMET or BERTScore, MQM-style human annotation, severity levels for aviation-
specific errors, and comparison with official terminology resources. Automatic scoring is best understood as a repro-
ducible first layer, not as a substitute for professional review. 

6. Scope and Limitations 

The scope is limited. The corpus contains selected segments from one Airbus Safety First article, and the evaluation 
is restricted to English-to-Chinese translation. The terminology checks were manually defined for the selected article, 
so different aviation text types may require different term lists. The study uses automatic evaluation only; it does not 
include COMET, BERTScore, professional translator ratings, aviation-domain expert review, or statistical signifi-
cance testing over a large sample. In addition, the exact tested DeepSeek version and generation settings were not 
recorded. 

These limitations constrain the generalizability of the findings. Even within this modest design, the comparison 
shows how prompt conditions can change the balance between reference similarity and domain accuracy in an avia-
tion text. A larger follow-up study should include more Airbus Safety First articles or other aviation genres, a vali-
dated bilingual terminology database, multiple LLM systems, controlled generation settings, and human evaluation 
using an aviation-adapted MQM framework. 

7. Conclusion 

This study compared three prompt designs for English-to-Chinese LLM translation of aviation text: a baseline prompt, 
a domain-role prompt, and a context-plus-terminology prompt. The baseline prompt achieved the highest character-
level reference similarity, while the context-plus-terminology prompt achieved the strongest domain-specific perfor-
mance under the defined automatic checks. The domain-role prompt improved terminology accuracy over the base-
line, but it did not match the terminology-constrained prompt. 

The results point to the value of explicit domain constraints in prompt engineering for aviation translation. Role 
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prompting may influence register, but terminology guidance more directly supports consistency in aviation concepts, 
cockpit-control labels, and operational vocabulary. Research on LLM translation in specialized domains should com-
bine general similarity and edit-rate metrics with targeted checks for terminology, acronyms, numbers, and other 
domain-relevant features. Such a framework can support a practical human-in-the-loop workflow in which the trans-
lator designs the prompt, controls the terminology, and verifies the final output. 
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